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Abstract 
 

This paper investigates the relationship between trends in ETF ownership of S&P 
500 stocks and the correlations between pairs of stocks in the sample. I find a 
statistically significant negative relationship between ETF ownership and pairwise 
correlations for these stocks. When I regress changes in correlation for stock pairs 
over a one-month timeframe on the difference in changes of ETF ownership for 
stocks in that pair, I find a statistically significant negative relationship as well. 
While no causation can be determined, I do find important relationships tying ETF 
ownership to correlations between stocks, which serves as potential evidence for 
the impact of the arbitrage mechanism of ETFs on the stock market. 
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“Passive investing is in danger of devouring capitalism. What may have been a clever 
 idea in its infancy has grown into a blob which is destructive to the  

growth-creating and consensus-building prospects of free market capitalism.” 
 

– Paul Elliott Singer in a letter to investors, July 27, 2017 
 
 

I. Introduction 

Eugene Fama, Nobel Laureate in 2013 for his work in Economics, is known as the father 

of the Efficient Market Hypothesis. In his developed thesis, he posited that an asset’s price fully 

reflects all available information currently available in the market. Three forms of the hypothesis 

exist, each with varying degrees of strictness in its application to the markets. The weak form of 

the hypothesis explains that the price of a security reflects all prior information about the 

security. The semi-strong version indicates that the price of the security not only reflects all prior 

available information, but price instantaneously changes to reflect new public information. In its 

strongest form, the Efficient Market Hypothesis builds upon the semi-strong form, but it also 

allows for the price of the security to change instantly with respect to insider information – 

material information not readily available to those outside of the inner workings of the company. 

The hypothesis rests on the idea that in a market with a certain number of rational actors, 

prices of securities will converge on their value represented by all available information in the 

market, and if there is an arbitrage opportunity where the price of a security dislocates from this 

value, a rational actor will necessarily profit from a trade and will drive the price to match its 

value. With strict insider trading rules present in the US, the strong form of the Efficient Market 

Hypothesis cannot exist without raising legal questions. An immediate example of this 

hypothesis is an instantaneous spike or drop during after-hours trading when a company releases 

earnings that surprise analysts and investors, for better or for worse. An immediate implication of 

this hypothesis is that, on average, no one can consistently beat the market in short-term trading. 
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With this implication, it is best for investors to avoid active investing, i.e. individual stock-

picking, and to move toward a more passive style of investment. 

In light of the Efficient Market Hypothesis, Portfolio Optimization Theory states that the 

best portfolio, the one that lies on the efficient frontier of an investment curve and provides the 

highest risk-adjusted rate of return, will be the market portfolio – a portfolio the represents the 

weightings and holdings of the entire market. Specifically, investors are trying to maximize their 

expected return for a given level of risk, specifically variance, in the portfolio. In a given 

portfolio, the expected return is 

𝔼"𝑅$%&'(%)*%+ = 	.𝜔*
*

𝔼(𝑅*) 

where 𝜔* is the weight in the portfolio for investment 𝑖. The risk for that portfolio can be 

measured by the variance of the portfolio: 

𝜎$%&'(%)*%4 = 	..𝜔*𝜔5𝜎*𝜎5
5

𝜌*5
*

 

where 𝜌*5  is the correlation between assets 𝑖 and 𝑗. The theory relies on the idea that this 

correlation term, across many different assets, is not near 1, and, in turn, lowers the overall 

variance of the portfolio, minimizing risk. 

Creating such a portfolio used to be tedious and very expensive. However, with the rise 

of exchange-traded funds, ETFs for short, owning such a portfolio became as easy as owning a 

stock. An ETF is a basket of stocks that issues its own shares corresponding to an ownership 

stake in that basket. Instead of creating one’s own portfolio that tracks the S&P 500, an investor 

can simply buy the SPY ETF, which tracks the returns of the index. ETF managers, or sponsors, 

looking to set up an ETF, such as BlackRock or Vanguard, generally files with the SEC 

announcing their intention to create such a fund. The sponsor hires a third party to act as an 
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authorized participant and to handle the creation or redemption process of ETF shares. These 

third-party market makers are tasked with maintaining the per share price of the ETF in line with 

the ETF’s holdings. This requires the market maker to actively trade the underlying holdings, as 

well as shares of the ETF, to keep the prices together and minimizing any opportunity of 

arbitrage by the market. 

While the idea of buying into a fund to diversify ownership across a number of 

investments and minimize risk is not new, ETFs have changed the ease of owning such a 

portfolio. Mutual funds have been around for a long time; however, their pricing mechanism 

doesn’t rely on constant arbitrage by a third-party. Instead of allowing the open market to price 

mutual fund shares, mutual fund managers generally mark-to-market the value of the mutual 

fund’s shares at the end of the trading day. Another key difference between ETFs and mutual 

funds is that investors ETFs have the ability to sell their shares on the secondary market to other 

investors, whereas with mutual funds, investors redeem shares with the mutual fund company. 

This distinction is important, because, with an active secondary market, ETFs have a deeper 

liquidity base for their shares, trading more frequently and easily. This differentiating factor has 

led to a meteoric rise of ETFs over the past 15 years. 

The mechanism of market-making for ETFs is the topic of interest for this study. The 

general idea, which will be further discussed and dissected later on, is that the market-making 

mechanism of the third-party arbitrageurs increases correlations between pairs of stocks. As 

these third parties buy and sell the underlying basket over and over again to constantly keep the 

price per share of the ETF in line with the underlying, some have alleged that the ETF arbitrage 

mechanism increases correlations between the returns of stocks in the market. This effect may 
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have been miniscule when ETFs were nascent, but given their growth in popularity since 2000, 

this effect may have become more pronounced. 

Should the conclusion hold that a growth in ETFs increase correlations between stocks in 

the market, the premise upon which ETFs were created, to offer diversification to investors 

trying to hold the market portfolio, falls apart. As ETFs drive an increase in correlation between 

stocks, the 𝜌*5  term discussed earlier, in theory, would increase close to 1 and eliminate the 

advantage the diversified market portfolio offers. 

 

II. Literature Review 

Over the past decade, the use of ETFs to accept and build upon the strategy of passive 

investing has sky-rocketed among retail investors and institutional investors alike. By 2016, the 

market share of ETFs was over 10% of the “total market capitalization traded on US exchanges,” 

and ETF daily trading volume represented roughly 36% of overall stock market trading volume, 

(Ben-David, et al. “Exchange-Traded Funds.” 2017, 169, 171; Glosten, et al. 2016, 1). Part of the 

reason for the growing popularity of this asset relies on its relatively high liquidity, when 

compared to mutual funds and occasionally relative to its underlying holdings, and its ease for 

short-selling purposes, “with about 20% of the overall short interest on US exchanges being in 

ETF shares,” (Ben-David, et al. “Exchange-Traded Funds.” 2017, 171). ETFs were introduced in 

the early 1990s, starting with Standard & Poor’s Depository Receipts, known by its ticker, SPY, 

to track the S&P 500 index. To put the growth of ETFs in context, between 1993 and 2011, the 

market capitalization of SPDR ETFs grew by a factor of a thousand, from $96 million to $90 

billion. Over the same time period, S&P 500 companies, the underlying firms, grew their market 

cap by a factor of 35 times, from $313 billion to $11 trillion. Similarly, iShares’ IVV, which also 
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tracks the S&P 500, grew its market capitalization from $550 million in May 2000 to over $25 

billion in 2011 (Fang and Sanger 2012, 2). These ETFs are only 2 in a universe of 986 ETFs that 

managed had roughly $1.055 trillion in assets in 2011 (Ivanov, et al. 2013, 172). 

The growth of these assets looks particularly drastic when comparing growth rates to the 

incumbent passive investment vehicle, mutual funds. In 1999, US equity index mutual funds had 

roughly $0.3 trillion in assets, growing to $1.8 trillion by 2016 (Ben-David, et al. “Exchange-

Traded Funds.” 2017, 175), a factor of 6 over those 17 years. Comparatively, ETFs tracking US 

equity indexes grew from $0.03 trillion to $1.3 trillion over the same period, a factor of around 

43. Similar trends hold for growth in foreign equity and fixed-income ETFs relative to mutual 

funds. When looking at the S&P 500 index, between 2000 and 2015, mutual funds tracking the 

index grew their assets under management by 73%, which is “orders of magnitude smaller than 

the growth in ETFs’ AUM,” (Ben-David, et al. “Do ETFs Increase Volatility?” 2017, 8-9). 

Because ETFs trade intraday, unlike index mutual funds, investors can tap into liquidity 

and place a trade at any point during market hours. Ben-David, et al. claims that this new 

liquidity meets high frequency demands for trading by investors. In this context, Ben-David, et 

al. highlighted a key point about the arbitrage characteristic of ETFs: the “arbitrage trading 

between ETFs and the underlying securities is mechanical and therefore prone to generate a 

bigger price impact,” whereas an active manager, a portfolio manager that picks stocks as 

opposed to tracking a specific index, has more freedom in its stock choices, and can control the 

price impact of their trades (Ben-David, et al. “Do ETFs Increase Volatility?” 2017, 3). 

Some investment professionals and researchers claim that this price impact generated by 

the arbitrage mechanism of ETFs is now more pronounced due to the increased use of ETFs and 

creates distortions in asset prices in the market. An underlying idea of the Efficient Market 
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Hypothesis is that the market is used for price discovery, where investors can buy and sell 

securities on open markets to help realize the value that past and current information indicates. 

However, as passive investing through ETFs continues to grow at such a tremendous pace, 

investors may stop buying and selling these securities directly, but rather indirectly through 

ETFs. This logic has held. By 2015, ETFs, on average, owned 7.05% of each S&P 500 company, 

rising 50-fold since 2000, when ETFs owned a mere 0.014% of S&P 500 companies, on average, 

with the trend holding for the Russell 3000 universe of stocks as well (Ben-David, et al. “Do 

ETFs Increase Volatility?” 2017, 8). The indirect demand for stocks generated by the arbitrage 

mechanism that critics are wary of is present. For example, the arbitrage mechanism accounts for 

50% of the volume in SPY, the most traded security in the United States, as measured by its 

average daily volume of $24 billion in 2015 (Ben-David, et al. “Do ETFs Increase Volatility?” 

2017, 11). 

Critics of passive investing believe that this indirect demand through the ETF channel 

will start to dislocate the price of the security from its fundamental value and will start to 

strengthen correlations to the market. For example, if much of the demand for Apple stock 

comes from ETFs, which contain many other stocks, then prices for the other stocks will start to 

move with the price of Apple stock – that is, its price leaves its fundamental value and starts to 

move in step with every other stock. This intuition leads to cyclical logic that violates the very 

implication of the Efficient Market Hypothesis and leads researchers to believe that ETFs are bad 

for price discovery, which is the process of using all available information, both past and present, 

and the market to identify the correct fundamental value for an asset. 

Some researchers argue that ETFs limit price discovery and can cause prices to deviate 

away from fundamental values, because market makers extract information from both the prices 
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of the underlying as well as prices of the ETFs, which ultimately get transmitted back to the 

underlying. Bhattacharya and O’Hara (2017) modeled market fragility with respect to ETFs in 

hard-to-trade assets, which is when ETF arbitrageurs cannot immediately close the difference 

between the net asset values of the underlying and of the ETF by trading. They found that when 

the underlying assets are hard-to-trade, ETFs allow for significant price discovery, because 

investors “cannot easily access underlying markets.” However, ETFs allow for market 

instability, because a market maker, when using ETF prices as a source of information, cannot 

“perfectly distinguish between price changes caused by factors pertinent to his asset” and 

irrelevant factors. This leads to a scenario where “idiosyncratic shocks pertinent to one asset 

begin to affect the price of another independent asset” via the ETF channel (Bhattacharya and 

O’Hara 2017, 5). Israeli, et al. found that ETFs limit the informational environment surrounding 

stocks. They found that price discovery becomes harder with increased ETF ownership as 

measured by increased bid-ask spreads (i.e. transaction costs), fewer analysts covering the firm, 

and a reduction in the magnitude of future earnings response coefficient, FERC, which measures 

how a stock responds to idiosyncratic earnings information. With increased ETF ownership, 

Israeli, et al. argues that price discovery is reduced, because the information environments 

surrounding the firms are weaker, and stocks are less responsive to information that directly 

relates to their respective firms. 

In contrast to the idea that ETF ownership can be bad for price discovery, others argue 

that increased ETF ownership can lead to improved price. “These researchers claim that, as long 

as arbitrage is frictionless, ETFs do not propagate shocks into securities, but rather expedite price 

discovery,” (Ben-David, et al. “Exchange-Traded Funds.” 2017, 178). Ben-David, et al. explain 

that ETF trading transmits systematic information to the underlying while also providing 
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liquidity to the underlying assets. Because ETFs are cost-effective and bring liquidity to the 

underlying assets, investors can use this as a tool to reflect their information through the price of 

the ETF to the underlying assets. A team of researchers found this to be the case for stocks in 

weaker information environments, which includes smaller capitalization stocks with less analyst 

coverage. They found that ETF activity increases informational efficiency for stocks with weak 

information environments due to “timely incorporation of systematic earnings,” (Glosten, et al. 

2016). For big firms with high analyst coverage and high liquidity, ETFs had no effect on the 

information environments of these stocks. The ETFs increased price discovery for firms with 

weaker information environments and for firms with imperfect competitive capital markets by 

incorporating systematic earnings and other relevant information into the price of the stock in a 

“timely manner,” (Glosten, et al. 2016, 5). Fang and Sanger also find that ETFs help price 

discovery, serving a function other than for pure investing. Their results showed that after 

analyzing trade-level data, when ETF trading is driven by private information, ETFs contribute 

more to price discovery and the “ETF contributes almost half to the price formation of the spot 

S&P 500,” suggesting that a significant portion of ETF trading is for price discovery purposes 

(Fang and Sanger 2012, 1). 

Others have looked at the role of ETFs in price discovery in the context of the spot 

market and the futures market, finding that markets are increasingly using ETFs for their price 

discovery capabilities. In 2003, Hasbrouck found that for the S&P 500 and the NASDAQ-100 

indexes, price discovery primarily happened in the electronically-traded futures contracts market, 

with ETFs playing little to no role. However, he also found that for the S&P 400 index, where 

there is no electronically-traded futures contract, ETFs were the main source of price discovery 

(Hasbrouck 2003, 2376-2377). Hasbrouck’s analysis occurred when ETFs were still relatively 
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nascent, yet showed the ETFs have the ability to help price discovery and push assets toward 

their fundamental values. Ten years later, one team explained that “the increased role of the ETF 

may explain the observed reversal in the dominant market from the futures market to the spot 

market,” (Ivanov, et al. 2013, 185). They found that when looking at the temporal behavior of 

the S&P 500, S&P 400 and the Russell 2000 ETFs, “ETF price discovery is affecting negatively 

the temporal behavior of the futures price discovery and positively the temporal behavior of the 

respective price discovery in the spot market,” (Ivanov, et al. 2013, 185). Chen and Strother 

brought this analysis to the SSE 50 index in Shanghai in the presence of market regulations. 

After daily price limits, imposed by regulators, are reached for “a significant portion of the index 

component stocks,” they found that “price discovery moves from the SSE 50 index to the SSE 50 

ETF,” (Chen and Strother 2008, 1), revealing that markets utilize ETFs to bolster information 

environments of stocks and to incorporate information into the prices of assets. 

Beyond the arguments for and against ETFs’ role in price discovery, ETFs can also 

impact prices of the underlying basket and move them away from their fundamental prices when 

receiving inflows and outflows, at least on a temporary time horizon. Known as the Temporary 

Price Pressure Hypothesis, Da and Shive explain that “demand for ETFs results in price pressure, 

which is then transmitted to the underlying basket of shares as arbitrageurs simultaneously take 

opposite positions in the ETF and the underlying shares,” (Da and Shive 2017, 137). The 

intuition behind the hypothesis is that when a fund receives inflows, someone must go into the 

market to buy a basket of the underlying assets, which puts pressure upward pressure on the 

prices of the underlying. There is evidence for this idea, meaning that ETFs, especially large one, 

can drive prices of underlying stocks in the same direction at once. Extending this logic to this 

thesis, this pricing pressure, partially driven by inflows and outflows, partially driven by trading 
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volume, results in stock prices moving together. When looking at mutual funds, Coval and 

Stafford’s results indicated that “concentrated mutual fund sales forced by capital outflows exert 

significant price pressure in equity markets, often resulting in transaction prices far from 

fundamental value,” (Coval and Stafford 2007, 481). They also found these results to hold for 

inflows into mutual funds, where these funds increase their current positions, placing upward 

pricing pressure. Ben-Rephael, et al. also found support for the hypothesis, where mutual fund 

flows “create temporary price pressure that is subsequently corrected,” (Ben-Rephael, et al. 

2011, 585). Specifically, they found fund flows are correlated with market returns and around 

half of the price change due to fund flow pressures is reversed within 10 trading days. 

Goetzmann and Massa also found “a strong same-day relationship between demand for index 

fund shares and the movement of the S&P 500,” (Goetzmann and Massa 2003, 2), and price 

changes driven by inflows and outflows persist for at least a week. 

Although those three studies looked at index mutual funds, the same logic applies to 

ETFs facing similar fund flows from investors. Because ETFs now rival mutual funds in terms of 

size and because of their arbitrage mechanism, ETFs can place temporary pricing pressure on the 

underlying assets, similarly to how mutual funds place pressure on stock prices when forced to 

trade because of inflows and outflows. A recent study looked at both mutual index funds and 

ETFs tracking the S&P 500 index, finding that “the valuations of S&P 500 constituents increased 

by 139 to 167 basis points relative to nonconstituents, depending on valuation metric, due to 

S&P 500 index fund money flow,” and that “valuations of firms within the S&P 500 index 

respond positively to changes in S&P 500 index fund money flow while the valuations of firms 

outside the index do not,” (Belasco, et al. 2012, 1067). This study serves as evidence for the idea 
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that ETFs can drive changes in prices due to their asset purchases and sales, a key component of 

their ETF arbitrage mechanism. 

One important area of the literature that largely predates the creation ETFs looks at the 

pricing impact of additions and deletions to indexes. An important part of the experimental 

design of many of these studies incorporates a difference-in-differences approach, comparing the 

effects of ETFs on stocks before and after they were added to an index or reconstituted to 

another index, for example from the Russell 2000 to the Russell 1000. Harris and Gurel found 

that on the day an addition to an index is announced, there is a statistically and economically 

significant increase in price of the stock. However, they found that this price increase is 

generally reversed, implying that no new information is revealed to the market when the stock is 

added to the index (Harris and Gurel 1986, 828). Others concluded similarly when looking at the 

S&P 500 between 1990 and 1995; on the day of the announcement, there was a significant 

positive abnormal return, and that the “positive cumulative abnormal return” was 3.807% 

starting the day after the announcement and continuing to the day before the effective change, 

with the trend reversing after the actual addition (Lynch and Mendenhall 1997, 352). This study 

found further evidence for the temporary price pressure hypothesis, claiming that heavy index 

mutual fund trading pushed prices away from their fundamental value, which led to the abnormal 

returns and subsequent reversal. One study looked at 30 stocks that were added to the Nikkei 225 

index in April 2000 and related the effect of additions and deletions to the resulting correlations 

between the added stocks and the rest of the index. They found that additions to the index “began 

to move with other index securities much more than previously,” while deletions did the 

opposite, as measured in return and turnover beta and changes in correlations (Greenwood and 

Sosner 2007, 80). Results were consistent with prior studies, finding that the excess short-run 
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comovement was a sign of less efficient price discovery, but that the effect was reversed due to 

the effects of arbitrage. 

Da and Shive raise the critique of prior literature in the field of index additions and 

deletions that the criteria for index inclusion is endogenous to the firm, and “missing 

fundamental factors are driving both the index addition and deletion decision and comovement,” 

(Da and Shive 2017, 137). They turn to ETFs and ETF turnover for their analysis of comovement 

between stocks in the same index, because the mispricing between the ETF and its underlying 

assets is “not directly related to index addition and deletion decision[s].” Being one of several 

research teams that have contributed to the literature on ETFs and comovement in the past two 

years, Da and Shive found that “a one-standard-deviation increase in the turnover of a typical 

ETF” can be associated with a 1% increase in correlations in its underlying stocks, with a 

stronger relationship for larger ETFs and those that trade at the same time as the underlying (Da 

and Shive 2017, 138). By controlling for stock and time fixed effects, they found that increased 

ETF ownership results in greater comovement over the next month, with an average increase of 

0.03 in beta. Their results are consistent with the idea that the ETF arbitrage mechanism drives 

comovement between constituents with common ETF membership, instead of fundamental 

factors. Israeli, et al. recently found that a “one-percentage point increase in ETF ownership is 

associated with approximately a 9-percentage point increase in” annual returns synchronicity, 

which is the amount stock returns move with the market and the stock’s related industry (Israeli, 

et al. 2017, 4). Ben-David, et al. provides some intuition, arguing that because ETFs’ arbitrage is 

mechanical, the underlying basket shows higher levels of comovement in returns, which mutes 

an individual stock’s response to firm-specific information and minimizes firm-specific volatility 

(Ben-David, et al. “Exchange-Traded Funds.” 2017, 179). Glosten, et al. presents a slightly 
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different view on ETFs and comovement, explaining that, in the short run, ETFs actually 

increase pricing efficiency, as evidenced by the increase in comovement between returns. They 

argue that this comovement is actually a sign of “timely incorporation of fundamental 

information into stock prices,” and the comovement is “not fully driven by non-fundamental 

factors,” (Glosten, et al. 2016, 5-6), with ETFs providing a necessary liquidity channel for this 

pertinent information to disseminate into the stocks’ prices. 

While there are several studies on the topic of ETFs and correlations, I see that each 

interprets results differently. Given that ETFs have become popular as an asset in the relatively 

recent past, the field’s literature is small, yet growing. This paper looks to contribute to the field, 

not by replicating results, but by taking a different approach to the topic of ETFs and correlations 

between stocks. I wish to test whether ETFs put an increasingly large pressure on the prices of 

underlying stocks via the arbitrage mechanism, causing increased correlations in the market. 

While prior studies have looked at betas between stocks and the rest of the index, this paper will 

look at the impact of increased ETF ownership on individual stock pairs, using a fixed effects 

model across firm and time, which would distinguish itself as the only paper to take this 

approach. 

 

III. Experimental Design 

The goal of the thesis is to see how changes in ETF ownership in pairs of stocks changes 

with the correlations in that stock pair. From the literature, I see that large funds, both mutual 

funds and ETFs, have the potential to put non-fundamental pricing pressure on stocks, which can 

drive correlations if stocks’ prices start to move in the same direction simultaneously. As ETF 

ownership in these stocks increase, I believe that this price pressure might become stronger, due 
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to the arbitrage mechanism buying and selling a greater percentage of a company’s market 

capitalization. By using ETF ownership of stocks in the stock pair as the independent variable, I 

hope to find a connection between the pairwise correlations in S&P 500 stocks and the increase 

in ETF ownership. This analysis will have limitations in its interpretations; without using index 

additions and deletions as a proxy for a natural experiment, I will only be able to deduce a 

correlated relationship between the independent and dependent variables, not a causal one. 

I avoid looking at the market impact of mutual funds, because mutual funds don’t have 

the same intraday arbitrage pricing mechanism that ETFs have. Mutual funds are generally 

forced to trade when experiencing fund inflows and outflows, per the literature. Because fund 

managers can mark-to-market the value of the mutual fund shares at the end of the trading day, 

they avoid the need to use arbitrage to maintain an intraday price. Mutual fund managers update 

their funds’ per share price, instead of arbitraging the market, and trading of mutual fund shares 

happens between the investor and the fund company, so an arbitrage mechanism keeping the 

price of the mutual fund shares aren’t necessary. This is directly opposite to ETFs, where trading 

happens among investors on the open market. ETFs’ arbitrage mechanism forces buying and 

selling on the market and, intuitively, could be put price pressure on the underlying basket, 

resulting in increases in correlations. 

I narrow the scope of the research to large-cap US equity ETFs that must hold the 

underlying assets, which excludes synthetic ETFs. I choose to look at ETFs that hold the 

underlying instead of synthetic ETFs that recreate a basket using the payoffs of derivatives, 

because, logically, if an ETF holds the underlying basket, their arbitrage mechanism of buying 

and selling the underlying basket will actually impact the trading of the underlying. Synthetic 

ETFs don’t buy and sell the underlying assets, so impact on correlations should be limited, 
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especially when compared to those that hold the underlying. For my analysis, I will look at large-

cap US stocks to due to a higher level of historical information available, both at the firm level 

and at the aggregate ETF level. One caveat to looking at large-cap stocks could be the high levels 

of liquidity for those securities present in the market. High levels of liquidity, like a shock 

absorber, could limit the price pressure an ETF has on a large-cap stock. However, as previously 

seen, ETFs make up a significant portion of the daily trading volume for US exchanges and 

holds a significant portion of S&P 500 constituent shares, allowing for analysis to proceed on 

these highly liquid stocks. 

The analysis will include all current S&P 500 companies, as well as any companies that 

were in the S&P 500 since the beginning of my analysis and still trades as a public company. 

While I will not include in my analysis index additions and deletions as a natural experiment, the 

inclusion of these extra companies will track how companies trade as they enter and leave the 

index on a rolling basis, with ETF ownership for that stock the explanatory variable. This 

decision is appropriate, because as a company leaves the S&P 500 index, the percentage of ETF 

ownership of the floating shares of the company will drop. According to my hypothesis, if 

increased ETF ownership increases correlations in a stock pairing because of the increased action 

of the arbitrage mechanism, then decreased ETF ownership should decrease correlations. By 

including companies that were formerly in the index and now have lower ETF ownership of their 

float, I hope to capture this part of the relationship in reverse. 

The experiment will test for a relationship between the growth in ETF ownership of S&P 

500 companies and stock pair correlations. I will calculate the daily returns for each stock, using 

the formula: 

𝐷𝑎𝑖𝑙𝑦	𝑅𝑒𝑡𝑢𝑟𝑛*,' = ln	(
𝐴𝑑𝑗𝑢𝑠𝑡𝑒𝑑	𝐶𝑙𝑜𝑠𝑖𝑛𝑔	𝑃𝑟𝑖𝑐𝑒*,'
𝐴𝑑𝑗𝑢𝑠𝑡𝑒𝑑	𝐶𝑙𝑜𝑠𝑖𝑛𝑔	𝑃𝑟𝑖𝑐𝑒*,'LM

) 
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I will then calculate correlations between each pair since January 2000 on a monthly basis, using 

the standard formula for the Pearson Correlation Coefficient: 

𝜌*5 =
𝐶𝑜𝑣𝑎𝑟𝑖𝑎𝑛𝑐𝑒(𝑖, 𝑗)

𝜎*𝜎5
 

where 𝜎* and 𝜎5 are the standard deviations for stocks 𝑖 and 𝑗. While the analysis can occur on a 

number of time scales, I choose to focus on correlations over a monthly period. Any sample 

collected on a timescale shorter than a month will include a high level of variance due to the idea 

that smaller sample sizes tend to have greater variances. A number of factors could move prices 

over the course of a day and when looking at only 21 trading days in a month, this noise can 

impact the standard deviation term of the sample greatly. With this noise in the variance, I will 

have similar noise transmitted to the correlation term. Any time scale longer than a year for 

analysis may include larger trends beyond changes in ETF ownership. Because I am focused 

only on the arbitrage mechanism of ETFs, I need my data to be as granular as possible. Without 

access to trade level data, and because ETFs report their holdings at the end of every month, a 

monthly time horizon to calculate correlations between stock pairs is appropriate.  

I will then calculate the net percentage of floating shares owned by ETFs for each month, 

using CRSP data for the number of shares ETFs hold for each stock and using Bloomberg 

Terminal to get the number of floating shares for each stock in each month. I will estimate the 

following regression using a fixed effects model for panel data on each pair of stocks to see if 

changes in ETF ownership has any relationship to the correlation of that pair: 

𝜌	*5,' = 𝛽P + 𝛽M"𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,'+ + 𝛽4"𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑5,'+ + a*5 + 𝜀*5,' 

where 𝑖 and 𝑗 are the stocks in the pair. In this case, a*5 represent the unobserved heterogeneity 

of the correlation pair accounting for unobserved and uncontrolled variables, like market 

capitalization, industry, institutional ownership, book-to-market ratio, and other control variables 
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described by the literature. This is necessary, because the independent variables, 

𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,' and 𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑5,' are not fully exogenous. Changes in 

these variables can be affected by the general growth in ETFs along with factors related to each 

company in the pair. So, I can break down the unobserved heterogeneity further: 

a*5 = g* + g5 

where g* and g5 represent unobserved heterogeneity for each company in the pair. I will look to 

see if any of the coefficients are statistically significant. By using a fixed effects model, I 

“demean” the data to get rid of the unobserved heterogeneity term. This results in estimating the 

following regression: 

𝜌*5,'∗
	
= 𝛽M"𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,'∗ + + 𝛽4"𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑5,'∗ + + 𝜀*5,'∗     (1) 

where 

𝜌*5,'∗ = 	𝜌	*5,' − 	𝜌	XYZZZZ 

and 

𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,'∗ = 	𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,' − 	𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑XZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZ 

By the Gauss-Markov assumptions, I assume the mean of the error term, 𝜀*5,', is 0, so: 

𝜀*5,'∗ = 	 𝜀*5,' 

Because a*5 is assumed constant over time, a*5 is equal to its mean. By subtracting the mean 

from each term in the initial regression, I lose the unobserved heterogeneity term inherent to 

every stock pairing, eliminating some identification from the cross section. 

 This initial regression could be a source of bias for my results, due to the way each stock 

in the pair is attributed to the first or second stock in the pair. Due to the construction in Python 

of the panel data, the first stock in the pair comes first alphabetically in a list of S&P 500 stocks, 

and the second stock in the pair is more likely to be a stock near the end alphabet or a stock that 
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is not a constituent of the S&P 500. Because the order of the stocks in the pairing weren’t 

randomly selected, each coefficient in the regression should yield different results. The stocks 

are ordered alphabetically for current constituents with nonconstituents following. In the 

calculation of pairwise correlations, stocks higher in the order tend to be the first stock in the 

pairing, while those further down in the order tend to be the second stock in the pairing. While 

the alphabetic order of the stocks may not make a large difference in introducing bias to the 

coefficients, the real bias may enter because the variable 𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑5,'∗  is usually 

attributed more to stocks that no longer trade as a constituent of the index, which should provide 

slightly different results. 

 To account for this problem, I use a different regression that looks at the net ETF 

ownership of the floating shares in the stock pair as a whole, instead of looking at ETF 

ownership for each stock in a pair separately. The fixed effects regression looks like: 

𝜌*5,'∗
	
= 𝛽M"𝑇𝑜𝑡𝑎𝑙	𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*5,'∗ + + 𝜀*5,'∗    (2) 

where 

𝑇𝑜𝑡𝑎𝑙	𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*5,'∗

= 	𝑇𝑜𝑡𝑎𝑙	𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*5,' − 𝑇𝑜𝑡𝑎𝑙	𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑XYZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZZ 

and 

𝑇𝑜𝑡𝑎𝑙	𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*5,' = 	𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,' + 	𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑5,' 

By looking at the total ETF ownership of the floating shares in a stock pair, I get rid of the bias 

that would have otherwise been introduced to my coefficients. Now, the regression looks at the 

combined impact of increased ETF ownership in the stock pair as opposed to looking at the ETF 

ownership for each stock in the pair. 
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 A second Fixed Effects regression model I run focuses a different way ETF ownership 

can impact correlations. This model looks at the difference in changes of ETF ownership for 

each stock in the pair on a monthly basis and how that impacts changes in correlations. The 

general idea is that changes in correlation will happen when a difference between changes in 

ETF ownership happens. A more thorough discussion of the logic behind the model will occur 

after looking at the equation itself to hopefully clear any confusion before proceeding. The initial 

regression I want to estimate is: 

∆𝜌	*5,' = 𝛽P + 𝛽M"𝐷𝑖𝑓𝑓.		𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑	*5,'+ + a*5 + 𝜀*5,'   (3) 

where 

𝐷𝑖𝑓𝑓.		𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑	*5,'

= |𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,' − 	𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑5,'| 

and 

𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,' = 𝑙𝑛 a
𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,'
𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,'LM

b 

for all stocks 𝑖. This method combines the change in percentage of floating shares owned by 

ETFs for each stock in the pair in the same time period into one metric. The reason I take the 

absolute value of the difference is because the model is agnostic to which stock in the pair has an 

increase or decrease in ETF ownership. 

There are several ways to calculate the change in correlation in the stock pair, ∆𝜌	*5,', 

each one with its own set of issues. The first would be to calculate the log change, similar to the 

formula used to calculate the daily returns of stocks: 

∆𝜌	*5,' = ln	(
𝜌	*5,'
𝜌	*5,'LM

) 
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Because ln	(∙) takes in only values greater than 0, this equation doesn’t produce a useful result to 

calculate the change in correlation when going from a negative correlation to a positive one. 

Python interprets the results as a “NaN,” and withholds the data from the regression, introducing 

a bias against negative correlations. A second method would be to use the standard percent 

change formula: 

∆𝜌	*5,' =
d	ef,gL	d	ef,ghi

d	ef,ghi
	   (4) 

However, several problems using this formula including the potential to include severe outliers 

when dividing by a 𝜌	*5,'LM very close to 0. The second problem with this method has to do with 

its handling of negative correlations. For example, the difference between going from a 

correlation of +1 to +0.5 is the same as going from a correlation of -0.5 to -1. However, the 

percent change using the formula above is -50% in the first case and +100% in the second case, 

which, for this purpose, would lead to poor results. Thus, I settle on the simple arithmetic change 

to calculate my difference in correlation: 

∆𝜌	*5,' = 	𝜌	*5,' − 	𝜌	*5,'LM   (5) 

 Because the unobserved heterogeneity term still is present in this model, I need to use a 

fixed effects model and demean the dependent and independent variables like I did with my first 

regression. This results in the estimation of: 

∆𝜌*5,'∗ = 𝛽M(𝐷𝑖𝑓𝑓.		𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*5,'∗ ) + 𝜀*5,'∗    (6) 

where ∆𝜌*5,'∗ , 𝐷𝑖𝑓𝑓.		𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*5,'∗ , and 𝜀*5,'∗  are all “demeaned.” 

This regression is not immediately obvious and requires some explanation and 

discussion. The regression model looks to find a relationship between the difference in changes 

of ETF ownership between stocks in the pair and the resulting correlation. While the previous 

model looked at the level of ETF ownership and correlation in absolute terms, this regression 
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estimates how changes in ETF ownership for one stock relative to the other stock in the pair 

relate to the change in correlation of that pair. The idea is that when ETF ownership changes for 

both stocks in the same direction and relatively proportional, the change in correlation should not 

change and should remain at a somewhat constant level. This intuition is slightly different than 

the one presented for the first regression, because this model argues that even if changes in ETF 

ownership increase together, correlations may not change. For example, let’s say that Apple and 

Air Products and Chemicals, two S&P 500 stocks, trade at a certain correlation. This model 

suggests that if ETFs increase their holdings of these two companies by the same percentage, 

their correlation will remain at a similar level, because the ETFs will be trading Apple and Air 

Products and Chemicals in similar proportions to each other. The same happens if ETFs dump 

stock of the two companies in similar proportions. The ETFs will trade the remaining shares of 

the two companies similarly. 

The argument could be made that when the ETFs dump the two stocks by similar 

percentages, this will free up shares for the open market to trade and will ultimately decrease 

correlations in the stock pair. However, this ignores the fact that the ETF arbitrage mechanism 

constantly buys and sells shares in similar proportions many times a day. So even with a 

proportional decrease in the ownership of the two stocks, the correlations could still remain at a 

similar level. 

However, the key scenario is when ETFs increase (or decrease) their stake in one 

company relative to its stake in the other company in the stock pair. When this happens, I 

postulate that the stocks will not trade together as frequently; there is less money from the ETFs 

putting pressure on the stocks to move in the same direction simultaneously, reducing 

correlations. This scenario arises when a structural reason forces ETFs to buy or sell one stock 
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but not the other. Whereas in the prior scenario a simultaneous decrease in the ownership of the 

two companies in the stock pair may be indicative of the ETF arbitrage mechanism selling shares 

to maintain price parity with the underlying, this scenario accounts for an ETF increasing or 

decreasing their stake in a company in absolute terms. For example, if Air Products and 

Chemicals were to be deleted from the S&P 500 index, ETFs would lower their exposure to the 

company, while maintaining their prior levels of ownership of Apple stock. This would indicate 

that the correlation between the two companies would drop. Because I take the absolute value of 

the difference between the changes in ETF ownership of the stocks and logic suggests 

correlations would go down, I expect 𝛽M to be negative as a result. 

 

IV. Data 

Using CRSP’s database on existing funds, I first filtered for US equity ETFs and then 

further distilled the list to “vanillas” i.e. those that try to match an index by holding the 

underlying securities without the use of derivatives. I follow the approach laid out in “Do ETFs 

Increase Volatility?” (Ben-David, et al. 2017) to filter for these ETFs, but I deviate from their 

approach of utilizing data from all the ETFs available (they had a sample of a few thousand 

stocks, meaning that smaller ETFs may track the smaller stocks in their sample). From this list, I 

see that the 20 largest ETFs hold around half of all assets under management in US equity ETFs 

(Appendix A), each with assets of over $20 billion dollars. While the resulting list excludes over 

850 ETFs that meet the criteria of vanilla US equity ETFs, I made the decision to shorten the list 

to simplify the calculations. Because these top 20 funds are large enough where they, 

collectively, can put as much pressure on prices as the remaining ETFs combined, this selection 

of ETFs almost acts as a representative sample for the rest of the ETFs. By choosing these 20 
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ETFs, I either assume that (1) trends in ETF ownership of the underlying securities for these 20 

ETFs are similar to the ownership trends for the other 850 ETFs or that (2) no other ETF outside 

the top 20 is large enough to place substantial pressure on the prices of the underlying securities. 

This concentrated market power allows us to analyze the holdings of these 20 ETFs and the 

resulting effects from the massive funds. The ETFs I will look at include: SPDR S&P 500 ETF 

(SPY), iShares Core S&P 500 (IVV), Vanguard Total Stock Market (VTI), Vanguard S&P 500 

(VOO), and Powershares NASDAQ 100 QQQ (the remaining list, along with Assets Under 

Management for each ETF is in APPENDIX D). 

I use the same CRSP database to retrieve the holdings of these 20 ETFs, each reporting 

their holdings on a monthly basis. The data from CRSP included the number of shares owned for 

each stock on a certain date for a particular ETF. The data were sorted by stock and date. I used 

Bloomberg Terminal to find the end-of-month floating shares for each stock in my sample. I 

choose to use floating shares instead of shares outstanding as my metric for the number of shares 

a company has, because companies generally have a number of shares locked up, either with 

investors after an IPO or for employees as a bonus. These shares, while making up a portion of a 

company’s ownership, cannot be traded on the market. This means that ETFs have even more 

market power when buying and selling shares, because there are generally fewer shares available 

for trading than exist for a particular company. I use both the monthly data from CRSP and the 

monthly data from Bloomberg to calculate the percentage of floating shares the largest 20 ETFs 

own for each company at the end of each month as follows: 

𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,' = 	
∑ 𝑁𝑢𝑚𝑏𝑒𝑟	𝑜𝑓	𝑆ℎ𝑎𝑟𝑒𝑠	𝑂𝑤𝑛𝑒𝑑*,'opqr

𝑁𝑢𝑚𝑏𝑒𝑟	𝑜𝑓	𝐹𝑙𝑜𝑎𝑡𝑖𝑛𝑔	𝑆ℎ𝑎𝑟𝑒𝑠*,'
 

The daily adjusted closing price of each stock has been sourced from Quandl, an online 

database, and adjusted closing prices are calculated using CRSP’s methodology. From the same 
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online database, I downloaded daily adjusted closing price for roughly 571 large-cap US stocks. 

These are stocks that currently trade publicly and have been in the S&P 500 at any point since 

2000. This sample excludes any companies that were bought out, taken private, or no longer 

exist, because the data would be limited for those companies to a period of time where ETFs 

didn’t have a significant level of ownership in those companies. I have excluded Yahoo’s 

successor, Altaba (ticker AABA), because, although the company trades publicly, the company 

now acts as a closed-ended mutual fund for several former Yahoo investments. 

I begin the data set from January 3rd, 2000, the first trading day of the new millennium, to 

track the growth of ETFs from the early 2000s to the present day. I was able to retrieve adjusted 

daily closing prices for the stocks in my sample beginning on this date for companies in 

existence at this time. For companies that had their initial public offerings at a later date, I started 

collecting pricing data on their first trading date. Even though my data for stock prices begins in 

January 2000 and is very clean, I were fairly limited in what I were able to collect from other 

sources for my other data. The Bloomberg data for the monthly number of floating shares only 

begins in December 2003 for companies that traded publicly before that month and at later dates 

for companies that started trading publicly after. The CRSP data for the number of shares ETFs 

hold doesn’t begin at a consistent starting date across ETFs. The dataset begins as early as 

September 2002 for ETFs like the Powershares NASDAQ 100 (QQQ) and October 2002 for the 

SPDR Dow Jones Industrial Average ETF (DIA) and begins as late as June 2010 for the 

Vanguard S&P 500 ETF (VOO). 

One potential source of error comes from the different reporting dates on which ETFs 

report their holdings. While ETFs now, for the most part, report their holdings at the end of each 

month, ETFs did not used to do this. In fact, in the early-to-mid-2000s, ETFs reported their 
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holdings as frequently as every six months (the iShares family of ETFs including IJR, IVV, 

IVW, IWD, etc.) and as infrequently as once every two years (QQQ). This creates two problems 

with the potential to cause errors in my regressions. The first problem is that my ETF data early 

on in my dataset is neither frequent enough to reveal any clear monthly trend of ETF ownership 

in the stocks nor frequent enough to match the frequency of the correlations I’ve calculated. The 

second, and arguably more dangerous, problem is that because ETFs didn’t report with any 

regularity, when ETFs did report their holdings, the end-of-month reporting dates often didn’t 

match up across ETFs. When aggregated across ETFs at the end of each month, my data of ETF 

ownership of companies undervalues the true value of the number of shares these 20 ETFs own, 

because the data only reflects the ETFs that reported on a specific date. Not only does this 

introduce an underestimation bias of this variable, but it also introduces a greater variance in the 

number of company shares owned by these 20 ETFs on a monthly basis. For example, while 

some ETFs may report at the end of one month, others may not report on that date and elect to 

report their holdings at the end of the next month. Depending on the number of shares owned by 

ETFs, the number of shares held may jump up or down from the first month to the next, even 

though there may not have been a substantial increase or decrease in the holdings of the 20 ETFs.  

I calculated the log daily returns in Python for each stock and subsequently calculated the 

correlation of each pair of stocks in my sample on a monthly basis. To match the correlations 

with the monthly data on ETF holdings and floating shares, the period used for each correlation 

began on first trading day of each month and ended on the last trading day of each month. By 

matching the correlation for each pair with the percentage of floating shares owned by the ETFs, 

I have a set of panel data across time and across each pair of stocks upon which I can estimate 

my fixed effects regressions. To perform the regressions, I use Python’s linearmodels library, 
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which handles data inputs with “NaN”s, which stands for “not a number,” in a particular way. In 

Python, NaNs are placeholders for nonexistent data. Any operation performed on a NaN yields 

NaN, and certain mathematical functions also yield NaNs, like dividing by 0 or taking the natural 

log of a negative number. In my data, NaNs occur in a few places. In a stock pair where the 

stocks begin trading on different dates, the data for the stock that trades at the later date has 

NaNs as a place holder in its dataset until it begins trading. I also have NaNs in my dataset on 

dates where no ETFs reported their holdings, yielding NaNs on those dates for the percentage of 

floating shares owned by the 20 ETFs. While there may be data-cleaning techniques to fill these 

values when possible to allow for the maximum number of observations, linearmodels, the 

Python library used for my regressions, does not use any observation that includes a NaN as a 

variable. By eliminating observations from the sample to exclude observations with NaNs, my 

sample size shrinks, but this problem is a minor one, given that there were, on average, a little 

over 100 observations per stock pair in each regression and that over 150,000 stock pairs were 

used in the analysis. 

 

V. Results 

I came up with six different regressions to look at the way ETF ownership of current and 

former constituents of the S&P 500 index relates to correlations of stock pairs in my sample, 

with each being one of the three regression equations in Section III or a variation of one of those 

equations. The first regression took the form of the first equation, where I do a fixed effects 

regression of the correlation of the stock pair on the percentage of floating stock owned by my 

20 ETFs for each stock in the pair: 

𝜌*5,'∗
	
= 𝛽M"𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,'∗ + + 𝛽4"𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑5,'∗ + + 𝜀*5,'∗  
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For this regression, I found the surprising, and statistically significant, result that as ETF 

ownership of the floating shares increases, correlations actually decrease. The coefficient for the 

first stock in the pair is -0.8448 with a P-value of 0.0000, and the coefficient for the percentage 

of the floating shares of the second stock in the pair owned by ETFs in my sample is -0.2246, 

also with a P-value of 0.0000 (Appendix E). This means that as ETF ownership of the first stock 

increases by 1 percentage point, the correlation of the pair is expected to drop by 0.008448, and 

when ETF ownership of the second stock increases by 1 percentage point, the correlation of the 

pair is expected to drop by 0.002246. While these coefficients are highly statistically significant, 

the R2 value of regression is around 0.0146, which means that the model accounts for only a tiny 

bit of the variation of the correlation in the stock pairs. This result, while interesting, confirms 

my prior suspicions of bias in the result due to the non-random way I assigned stocks to be the 

first or second stock in the pair. 

 This bias led us to formulate the second regression (Equation 2, Section III), where I use 

the total ETF ownership of the two stocks in the pair to create my independent variable. This 

fixed effects regression had a highly statistically significant coefficient of -0.4824, with a P-

value of 0.0000, for the lone independent variable of the model (Appendix F). Given the result 

from the first equation, it is unsurprising to see that this coefficient is also statistically significant 

and lies somewhere between the two coefficients from the prior equation. This model yielded an 

R2 value of 0.0131, which is slightly worse than that of the previous model but could be 

attributed to having one less independent variable for the regression. 

 I took the results from the first two regressions to formulate a third regression containing 

a lag variable. When looking at the possibility of ETF ownership impacting correlations, a lag 

variable makes sense, especially in the context of asking how growth in ETF ownership of these 
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stocks affects correlations over the next month. The form of the regression is the same as the one 

derived in Equation 2 in Section III, with the independent variable lagged by one month: 

𝜌*5,'∗
	
= 𝛽M"𝑇𝑜𝑡𝑎𝑙	𝑃𝑒𝑟𝑐𝑒𝑛𝑡	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*5,'LM∗ + + 𝜀*5,'∗  

The resulting coefficient of the model is -0.8838 with a P-value of 0.0000 (Appendix G). This 

means that as total ETF ownership for the stock pair increases by 1 percentage point, the 

correlation in that stock pair in the next month decreases by 0.008838. The model is more 

successful in accounting for variation in the correlation of the stock pairs than the two prior 

models, with an R2 value of 4.39%. This result shows that the relationship between ETF 

ownership and pairwise correlations between stocks is not only contemporaneous, but it also has 

some stickiness to it, with the relationship extending over the course of the next month. 

 The fourth regression I ran switched to the second portion in Section III, which looked at 

how the difference between changes in ETF ownership of each stock in the stock pair impacts 

the change in correlation. This regression uses the model from Equation 6, but I first tested the 

model by calculating ∆𝜌	*5,' using Equation 4. As previously mentioned, this form of calculating 

the percent change in correlation comes with its problems, and these problems negatively impact 

the data and translate into it poor results (Appendix H). For this regression, I get a coefficient of -

0.7483, which follows my hypothesis of a negative coefficient. However, this result was not 

statistically significant, with a P-value of 0.6738, potentially reflecting outliers created with this 

method of calculating the difference in correlation from one month to the next. 

To account for this poor method of calculating the change in correlations, I run the same 

regression but using the arithmetic change in correlation as my dependent variable, where ∆𝜌	*5,' 

is calculated using Equation 5, to get the most interesting results of the experiment. The results 

from this regression are drastically different from the prior one. The estimated coefficient in this 
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model is -0.0066 and, unlike the prior regression, has a statistically significant P-value of 0.0000. 

This result means that when there is a net difference of 1% growth in the ownership of the 

floating shares by ETFs between the two stocks, there will be a decrease in the correlation 

between the two stocks of 0.000066. This result shows that when ∆𝜌	*5,' is properly accounted 

for, there is evidence for the idea that differences between changes in ETF ownership of each 

stock in a given pair is associated with a drop in the correlation of that pair. The one caveat is 

that this model accounts for almost no variance in ∆𝜌	*5,', the dependent variable, with an R2 

value of 0.007079% (Appendix I). 

I followed this result up with a similar experiment while introducing a lag variable. The 

idea is to show that this difference in change in ownership has a contemporaneous relationship 

with the change in correlation, further strengthening the evidence it exists, by running the same 

regression using a lag variable. I modify Equation 6 to introduce the lag: 

∆𝜌*5,'∗ = 𝛽M(𝐷𝑖𝑓𝑓.		𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*5,'LM∗ ) + 𝜀*5,'∗  

where  

𝐷𝑖𝑓𝑓.		𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑	*5,'LM

= |𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑*,'LM −	𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑5,'LM| 

The estimated coefficient for this model is +0.0001 but is highly statistically insignificant with a 

95% confidence interval of -0.0003 to 0.0005 and a P-value of 0.5840 (Appendix J). 

 

VI. Discussion 

The results of the first three regressions fail to provide evidence for my hypothesis that 

increased ETF ownership of stocks has a statistically significant positive relationship with 

correlations of the returns of stocks pairs in the S&P 500. Instead, I get the opposite result; as 
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ETF ownership increases for stocks in a given pair, I find a statistically significant relationship 

where the correlation between the stocks decreases. In my first regression, I see that the variables 

representing the percent ownership of the floating shares by ETFs of each stock in the pairing 

have negative coefficients. However, as my results indicate, the estimated coefficients for each 

variable in the regression are drastically different, with one as low as -0.8448 and the other as 

high as -0.2246. As previously mentioned, because the stocks in the pairing were not randomly 

assigned to each variable, this regression contains bias when comparing the two coefficients. The 

stocks assigned to the second variable were more likely to be stocks that were former 

constituents of the S&P 500, which, on average, would have less ETF ownership. The difference 

between the resulting coefficients confirm this suspected bias of the model; the model suggests 

that the correlation in a stock pair is less sensitive to ETF ownership of the second stock in the 

pair, which would make sense if most of the stocks that were categorized into this second 

variable had less ETF ownership. 

The results from the second regression are free from the bias present in the first 

regression, while corroborating the finding that there is a statistically significant negative 

relationship between total ETF ownership of both stocks in a stock pair and the correlation of 

that pair. This outcome goes against my main hypothesis, which predicted a positive relationship 

between the two variables. I see that this relationship strengths when introducing a lag variable in 

my third regression, both in terms of the magnitude of the coefficient in the model and the 

greater amount of variance accounted for by the model, as exhibited by the higher R2 value. 

These results are indicative of a strong and persistent negative relationship between my 

independent and my dependent variables. 
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The results from these two regressions differ greatly from what was expected when 

proposing the main hypothesis and reviewing the literature on the impact of ETFs on 

correlations. A possible explanation for these results could simply be that the relationship 

hypothesized to be positive is actually negative. This result and explanation would make sense in 

the context of increasing price efficiency in the short run, which builds on the work of Glosten, 

et al. They explained that ETFs increased the information environment for stocks, because ETFs 

allow for a timely incorporation of systematic earnings information. However, Glosten, et al. did 

also show that comovement between stocks increased due to ETFs, which is the opposite of my 

result. Another potential explanation based on the literature comes from research on the 

Temporary Price Pressure hypothesis. These studies found that large fund flows from ETFs and 

from mutual funds can place non-fundamental pressure on the prices of the underlying assets 

when buying or selling. They found that this artificial pricing pressure persists over the next 

week to 10 days, after which the prices generally revert close to their fundamental values. The 

frequency of my data is monthly, so the regressions don’t have data granular enough to see this 

effect directly. However, because I see a more pronounced relationship when using a one-month 

lag in the independent variable, this could be a sign of prices reverting back to their fundamental 

values after temporary change in price due to fund trading in the time horizon beyond the 10 

days the pricing pressure lasts. This lag variable indicates that the relationship gets stronger over 

time, which makes sense if prices, and subsequently correlations, revert to their initial values 

after the initial 10-day horizon. 

Another potential explanation for this unpredicted result is that correlation values are, by 

definition, in a bounded range of -1 to +1, which may impact my ability to see the full 

relationship between my independent variables and the correlations. One potential solution 
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would have been to transform the correlations from a bounded range into an unbounded 

continuous range, which is what Israeli, et al. did to their R2 values to derive their SYNCH 

dependent variable. This transformation could be looked at in a follow-up study to potentially 

improve results for this set of regressions. 

In the next set of regressions, I found evidence that describes a contemporaneous 

relationship between my 𝐷𝑖𝑓𝑓.		𝐶ℎ𝑎𝑛𝑔𝑒	𝑖𝑛	𝐹𝑙𝑜𝑎𝑡	𝑂𝑤𝑛𝑒𝑑	*5,' variable, which represents the 

difference between changes in ETF ownership for each stock in a given stock pair and changes in 

the correlation from one month to the next. In my first regression looking into this relationship, I 

observed a statistically insignificant result, which is primarily attributed to errors caused by using 

the percent change formula to calculate my ∆𝜌	*5,' dependent variable. When calculating this 

value using the arithmetic change formula, which is simply the difference in correlation between 

one month and the month prior, I observe a statistically significant result, providing some 

evidence for the existence of this relationship. When I introduce a lag variable into this model, 

the resulting coefficient is statistically insignificant. These results show that when the change in 

correlation is properly calculated, I have a contemporaneous negative relationship between my 

variable of interest and the change in correlation, which satisfies my hypothesis that changes in 

levels of correlation for a given stock pair can be related to how ETF ownership changes for one 

stock relative to the other stock. This result provides evidence for the idea that when there is a 

structural reason for ETFs to increase or reduce exposure to a certain stock relative to another, 

this relates to a fall in correlation for the stock pair. The evidence also suggests that correlations 

for the stock pair won’t decrease as severely when ETF ownership changes similarly for both 

stocks. 
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When I change the regression to add a one-month lag between the independent and 

dependent variables, I found no statistically significant relationship, which strengthens the 

evidence for the idea that this relationship is contemporaneous. Because changes in correlation 

for a stock pair in a given month have a statistically significant relationship with the difference 

between changes in ETF ownership for each stock in that month but not with the difference from 

the prior month, I see that the relationship between the independent and dependent variable is not 

sticky; what happens in terms of relative changes in ETF ownership for the two stocks in one 

month relates to the change in correlation for that month. The result is possibly indicative of ETF 

arbitrage activity impacting correlations between stocks. For stocks in which changes in ETF 

ownership relative to each other is small, ETFs could be buying and selling these stocks in 

similar quantities contemporaneously. This means that, over the course of a given month, the 

ETF arbitrage mechanism buys and sells these stocks together, keeping correlations at a level 

similar to that from the previous month. For stock pairs that have a large difference in changes of 

ETF ownership, the difference is most likely indicative of ETFs buying or selling one particular 

stock more than the other stock in the pair. This difference could occur when a stock is added or 

dropped from the ETF, meaning that the ETF arbitrage mechanism won’t drive trading flows for 

both stocks in the pair. The model estimates that in this scenario the difference in correlation 

from the prior month to the current month is negative, indicating a fall in correlation. The fall 

predicted by the model is possible evidence that the ETF arbitrage mechanism actually has a 

relationship with the changes in correlation for a given stock pair. 

Several sources of error and bias in the models or in the data could have made a material 

impact on my results, and some sources of error were accounted for and while others were not 

due to data limitations. One source of bias pertains to the first model used, which tried to 
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establish a relationship between the correlation in a pair of stocks and the ETF ownership of each 

stock in the pair. Because the stocks in the pair were not randomly assigned to each variable, I 

have a biasing problem, as exhibited by the very different estimated coefficients in the model. 

While this problem could have been fixed by randomly selecting stocks to each variable, I fixed 

this issue by looking at a second regression that combines the ownership of each stock in a pair 

by the 20 ETFs in my sample into one metric, which is the total ownership of the stocks in the 

pair by those ETFs. This change from two independent variables to one eliminates the bias and 

incorporates ownership information for both stocks in the pair into the regression. A second 

source of error was potentially present when calculating the change in correlation from one 

period to the next. As previously described, the methods of using the natural log and the 

percentage change formula introduce different problems into the sample. The first method 

excludes data with negative entries due to the domain of the natural log, which presents a bias by 

selecting against a subset of my data. The second method also has consistency issues in 

calculating the percent changes of negative numbers, but it also presents a greater issue of 

potentially creating outliers in my dataset when dividing by a very small number close to 0. I 

avoided these two problems by using the arithmetic change for my calculation. 

My data on ETF ownership also presents a potential source of bias and inaccuracy for my 

model. Early in the panel dataset, in the mid-2000s, ETFs reported their holdings infrequently, 

which leads to a biasing and inaccuracy problem with the data. Because of these reporting gaps 

for each ETF, I have an inaccurate sense of how many shares my 20 ETFs owned on aggregate 

for a particular stock in a given month. This problem is further exacerbated, because the 

reporting dates of these ETFs early in the dataset usually did not match the reporting dates of the 

other ETFs in the sample. This means that on a given month early in my sample, I may only 
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know the holdings of a subset of my ETFs, instead of the whole sample. This means that my data 

is systematically below the true value of ETF ownership, especially early in my dataset, which 

presents a bias. A potential method I could have used to solve this problem would be to assume 

that the holdings for a given ETF don’t change between reporting dates. However, this method is 

problematic when some ETFs reported as infrequently as once every two years early in the 

dataset, creating another inaccuracy in the data by assuming a lack of variance in the holdings of 

certain ETFs over a considerable period of time. 

While most of my regressions have highly statistically significant coefficients, my other 

metric of measuring the accuracy of my models, R2, is very small, implying that the models are 

somewhat inaccurate. The R2 value measures the percentage of variance in the dependent 

variable for which the model accounts. An R2 value close to 1 means that the model accounts for 

nearly all of the variation in the dependent variable, while an R2 close to 0 means that the model 

accounts for nearly none of the variance in the dependent model, even if the estimated 

coefficients are statistically significant. In my regressions, most of the R2 values hovered slightly 

above 0; the third regression had the highest R2 value of all my regressions, with a value of 

4.39%. 

Even though I may have found several statistically significant relationships across 

different regressions, I must understand why these models fail to predict most of the variance in 

the correlations of stock pairs. The low R2 values can be attributed to several factors. One major 

factor could be that the correlations, when measured on a timescale as short as 1 month, naturally 

have a higher level of variance due to the small sample size. In an average month, there are 

roughly 21 trading days, potentially allowing for a high degree of variability in correlations 

across months. Because of the small sample size, one or two observations in the daily returns for 
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a given stock can drastically change the correlations for the stock pairs containing that particular 

stock. Also, the standard error for estimated 𝜌 is: 

𝑆𝐸d = t1 −	𝜌
4

𝑛 − 2  

which is fairly large when using a sample size of roughly 21 days. 

Because I am looking at daily trading data for these stocks, I use very noisy data, which 

can be impacted by a variety of market-level, industry-level, and idiosyncratic factors. This noisy 

data, which tends to vary a lot, only compounds the variance problems that exist when using a 

small sample size to calculate the correlations. Another reason my models suffer from very low 

R2 values could be a result of not including certain control variables the literature describes. The 

control variables used in Israeli, et al. in their regression of the synchronicity of a firm’s returns 

to the market, a similar measure to correlation, include institutional ownership of shares, 

skewness of a firm’s returns, annual changes in a firm’s CAPM beta to control for systematic 

risk, changes in the log market value of a firm’s equity, changes in a firm’s book-to-market ratio, 

average share turnover, and industry fixed effects (Israeli, et al. 2017, 18). Even with these 

control variables, their adjusted R2 for this regression is only 8.6%, which is only slightly greater 

than the R2 values I achieve in my first three regressions. While I did use a fixed effects 

regression model to control for some of these stock-specific variables, the data described in the 

literature was not readily available, making it difficult for the models to account for more of the 

variance in the correlations. Another factor potentially hampering my ability to develop a highly 

accurate model may be the lack of fully clean ETF ownership data, especially early on in the 

dataset. Had my data been slightly cleaner with respect to ETF ownership of shares, I may have 
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been able to produce a model that does a better job of tracking the variance in correlations, 

because there would be fewer stray observations in the independent variable. 

One final variable that could possibly help yield better R2 values by accounting for a 

greater portion of the variance in the correlations could be trading volume of the ETFs. From the 

literature, I know that the ETF arbitrage mechanism can account for as much as 50% of the daily 

trading volume of ETFs. By using trading volume as a proxy (maybe even an instrumental 

variable) for ETF arbitrage activity, the models could possibly account for more variance in the 

correlations between stock pairs. Using ETF trading volume as another independent variable, 

potentially as a control variable, would make for a proper follow-up for the analysis done in this 

paper and could help further uncover the impact of the ETF arbitrage mechanism on correlations 

in pairs of stocks. 

Even though my models did not account for a large portion of the variance in the 

correlations, I was still able to find a statistically significant relationship in my regressions 

between the correlation if a stock pair and the ETF ownership associated with each stock in the 

pair. However, because I was not able to conduct a controlled natural experiment using my data, 

I cannot assign any causation to the relationship between ETF ownership of floating shares for a 

given stock pair and the resulting correlation for that pair. An example of a natural experiment in 

this context would have been to use a difference-in-differences approach to compare correlations 

between stocks not in the selected ETFs to correlations between stocks that are held by the 20 

ETFs selected. While I am not allowed to claim this relationship is causal, the relationships I’ve 

found were statistically significant. 
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VII. Conclusion 

The idea for this thesis started with a hope to better understand how ETFs can have an 

unintended impact on financial markets, specifically with respect to the correlations between 

pairs of stocks in the underlying basket. I saw in the literature that ETF buying and selling in 

large quantities can place a non-fundamental pressure on prices. I also saw that certain studies 

found a relationship between greater ETF ownership of a stock and increased comovement with 

the rest of the market. I wanted to build upon this research by focusing specifically on how the 

increased ETF ownership of stocks relates to correlations of stock pairs. I hypothesized that as 

ETFs owned a greater portion of each firm, we would see an increase in the pairwise 

correlations, because the ETF arbitrage mechanism places non-fundamental pressure on the 

prices of the underlying simultaneously. I also hypothesized that when ETFs buy or sell one 

stock in greater proportions relative to another in a stock pair, we would see a contemporaneous 

fall in the correlation of the pair, which would be indicative of lesser ETF arbitrage activity. 

The results disprove the first hypothesis. I found that as ETF ownership in a given stock 

pair increases, we actually see a drop in the correlation of the pair. This result was statistically 

significant, and for every percentage point increase in the total ETF ownership of a stock pair, 

the correlation is predicted to drop by 0.004824. A potential explanation could be that 

informational efficiency increases with ETF ownership, as per one explanation in the literature. 

Another explanation could be that the effect of ETF ownership on correlations may not be fully 

realized in a regression, because the data is in a tight bounded range. The second set of 

regressions confirmed my secondary hypothesis. I found that when there is a net difference of 

1% growth in the ownership of the floating shares by ETFs between the two stocks, there will be 

a decrease in the correlation between the two stocks of 0.000066. This result is consistent with 
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my hypothesis and potentially provides evidence for the arbitrage ETF mechanism impacting 

correlations. While the results were statistically significant, because there was no experiment 

with a control sample, we cannot surmise a causal relationship from the results. 
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VIII. Appendix 

Appendix A: Cumulative AUM for ETFs vs. ETF Percentile Rank by Assets Under Management 

(data obtained from CRSP) 
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Appendix B: Common Stock and ETF Total Market Capitalization Over Time (Ben-David, et al. 

“Exchange-Traded Funds.” 2017, 172) 

 

Appendix C: Common Stock and ETF Daily Trading Volume Over Time (Ben-David, et al. 

“Exchange-Traded Funds.” 2017, 172) 
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Appendix D: List of  All ETFs in Sample with AUM 

ETF Ticker AUM (millions of 
dollars as of 4/24/18) 

SPDR Trust, Series 1 SPY $ 258,023.0469 
iShares S&P 500 Index Fund IVV $ 143,726.75 

Vanguard Total Stock Market Index Fund VTI $ 94,071.71094 
Vanguard 500 Index Fund VOO $ 87,971.17969 

Nasdaq-100 Trust, Series 1 QQQ $ 61,282.78906 
iShares S&P MidCap 400 Index Fund IJH $ 45,277.35547 

iShares Russell 2000 Index Fund IWM $ 42,628.84766 
iShares Russell 1000 Growth Index Fund IWF $ 40,319.85547 

iShares S&P SmallCap 600 Index Fund IJR $ 38,143.17578 
iShares Russell 1000 Value Index Fund IWD $ 36,537.82 

Vanguard Value Index Fund VTV $ 36,491.97266 
Vanguard Growth Index Fund VUG $ 33,025.48047 

Financial Select Sector SPDR Fund XLF $ 32,383.76563 
Vanguard REIT Index Fund VNQ $ 28,697.6 

Vanguard Dividend Appreciation Index Fund VIG $ 27,533.85547 
Vanguard Mid-Cap Index Fund VO $ 22,491.96 

Vanguard Small-Cap Index Fund VB $ 21,945.13 
DIAMONDS Trust, Series 1 DIA $ 21,280.41016 

Vanguard High Dividend Yield Index Fund VYM $ 20,688.81 
iShares S&P 500/BARRA Growth Index Fund IVW $ 20,110.22 

 

Appendix E: Results from Regression 1 

Dep. Variable: Pair Correlation R-squared: 0.0146 

Estimator: PanelOLS R-squared (Between): -0.2614 

No. Observations: 16291112 R-squared (Within): 0.0146 

Date: Wed, May 16 2018 R-squared (Overall): -0.1510 

Time: 01:58:07 Log-likelihood -1.287e+06 

Cov. Estimator: Unadjusted   

  F-statistic: 1.192e+05 

Entities: 152818 P-value 0.0000 

Avg Obs: 106.60 Distribution: F(2,16138292) 

Min Obs: 1.0000   
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Max Obs: 142.00 F-statistic (robust): 1.192e+05 

  P-value 0.0000 

Time periods: 143 Distribution: F(2,16138292) 

Avg Obs: 1.139e+05   

Min Obs: 136.00   

Max Obs: 1.477e+05   

    

 
Parameter Std. Err. T-stat P-value Lower CI Upper CI 

Percent Float Owned A -0.8448 0.0026 -325.80 0.0000 -0.8498 -0.8397 

Percent Float Owned B -0.2246 0.0020 -113.22 0.0000 -0.2285 -0.2207 

 

Appendix F: Results from Regression 2 

Dep. Variable: Pair Correlation R-squared: 0.0131 

Estimator: PanelOLS R-squared (Between): -0.2406 

No. Observations: 16291112 R-squared (Within): 0.0131 

Date: Wed, May 16 2018 R-squared (Overall): -0.1394 

Time: 02:12:11 Log-likelihood -1.298e+06 

Cov. Estimator: Unadjusted   

  F-statistic: 2.148e+05 

Entities: 152818 P-value 0.0000 

Avg Obs: 106.60 Distribution: F(1,16138293) 

Min Obs: 1.0000   

Max Obs: 142.00 F-statistic (robust): 2.148e+05 

  P-value 0.0000 

Time periods: 143 Distribution: F(1,16138293) 

Avg Obs: 1.139e+05   



 
 

44  

Min Obs: 136.00   

Max Obs: 1.477e+05   

    

 
Parameter Std. Err. T-stat P-value Lower CI Upper CI 

Total Percent Float Owned -0.4824 0.0010 -463.47 0.0000 -0.4844 -0.4803 

 

Appendix G: Results from Regression 3 

Dep. Variable: Pair Correlation R-squared: 0.0439 

Estimator: PanelOLS R-squared (Between): -0.4775 

No. Observations: 16143959 R-squared (Within): 0.0439 

Date: Thu, May 17 2018 R-squared (Overall): -0.2655 

Time: 13:17:23 Log-likelihood -1.039e+06 

Cov. Estimator: Unadjusted   

  F-statistic: 7.342e+05 

Entities: 152818 P-value 0.0000 

Avg Obs: 105.64 Distribution: F(1,15991140) 

Min Obs: 1.0000   

Max Obs: 141.00 F-statistic (robust): 7.342e+05 

  P-value 0.0000 

Time periods: 142 Distribution: F(1,15991140) 

Avg Obs: 1.137e+05   

Min Obs: 136.00   

Max Obs: 1.477e+05   

    

 
Parameter Std. Err. T-stat P-value Lower CI Upper CI 

Total Percent Owned, 1 Month Lag -0.8838 0.0010 -856.88 0.0000 -0.8858 -0.8818 
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Appendix H: Results from Regression 4 

Dep. Variable: Change in Pair Correlation R-squared: 1.169e-08 

Estimator: PanelOLS R-squared (Between): -6.477e-07 

No. Observations: 15307408 R-squared (Within): 1.169e-08 

Date: Thu, May 17 2018 R-squared (Overall): -2.148e-08 

Time: 01:59:05 Log-likelihood -1.439e+08 

Cov. Estimator: Unadjusted   

  F-statistic: 0.1772 

Entities: 152398 P-value 0.6738 

Avg Obs: 100.44 Distribution: F(1,15155009) 

Min Obs: 1.0000   

Max Obs: 134.00 F-statistic (robust): 0.1772 

  P-value 0.6738 

Time periods: 135 Distribution: F(1,15155009) 

Avg Obs: 1.134e+05   

Min Obs: 136.00   

Max Obs: 1.477e+05   

    

 
Parameter Std. 

Err. T-stat P-
value 

Lower 
CI 

Upper 
CI 

Diff. Change in Float Owned, First 
Method -0.7483 1.7776 -

0.4210 0.6738 -4.2322 2.7356 

 

Appendix I: Results from Regression 5 

Dep. Variable: Change in Pair Correlation R-squared: 7.079e-05 

Estimator: PanelOLS R-squared (Between): -0.0136 

No. Observations: 15307408 R-squared (Within): 7.079e-05 
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Date: Thu, May 17 2018 R-squared (Overall): 2.955e-05 

Time: 19:57:24 Log-likelihood -4.703e+06 

Cov. Estimator: Unadjusted   

  F-statistic: 1072.9 

Entities: 152398 P-value 0.0000 

Avg Obs: 100.44 Distribution: F(1,15155009) 

Min Obs: 1.0000   

Max Obs: 134.00 F-statistic (robust): 1072.9 

  P-value 0.0000 

Time periods: 135 Distribution: F(1,15155009) 

Avg Obs: 1.134e+05   

Min Obs: 136.00   

Max Obs: 1.477e+05   

    

 
Parameter Std. 

Err. T-stat P-
value 

Lower 
CI 

Upper 
CI 

Diff. Change in Float Owned, Second 
Method -0.0066 0.0002 -

32.756 0.0000 -0.0070 -0.0062 

 

Appendix J: Results from Regression 6 

Dep. Variable: Change in Pair Correlation R-squared: 1.998e-08 

Estimator: PanelOLS R-squared (Between): -0.0004 

No. Observations: 15160255 R-squared (Within): 1.998e-08 

Date: Fri, May 18 2018 R-squared (Overall): -2.062e-06 

Time: 20:16:43 Log-likelihood -4.655e+06 

Cov. Estimator: Unadjusted   

  F-statistic: 0.2998 

Entities: 152398 P-value 0.5840 
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Avg Obs: 99.478 Distribution: F(1,15007856) 

Min Obs: 1.0000   

Max Obs: 133.00 F-statistic (robust): 0.2998 

  P-value 0.5840 

Time periods: 134 Distribution: F(1,15007856) 

Avg Obs: 1.131e+05   

Min Obs: 136.00   

Max Obs: 1.477e+05   

    

 
Parameter Std. 

Err. T-stat P-
value 

Lower 
CI 

Upper 
CI 

Diff. Change in Float Owned, 1 Month 
Lag 0.0001 0.0002 0.5475 0.5840 -0.0003 0.0005 
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